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Abstract. We present a novel probabilistic model for user interaction
in image retrieval applications which accounts for consistency among
the retrieved images and considers the distribution of images in the
database which is searched for. Common models for relevance feedback
do not consider this and thus do not incorporate all available information.
The proposed method is evaluated on two publicly available benchmark
databases and clearly outperforms recent competitive methods.

1

Introduction

This work presents a probabilistic model to handle user interaction in information retrieval applications. This user interaction is usually accomplished using
some feedback regarding the relevance of the information retrieved by the system. The model presented is for general information retrieval systems but here
we focus on image retrieval. Image retrieval has been investigated since the 80’s
and, in the 90’s, content-based image retrieval (CBIR) became an active area
of research. In CBIR, the objective is to find relevant images where the query
is often described by an example image of the type of images that the user is
looking for. In practice, CBIR is still far away from being a solved problem.
One way to increase retrieval performance is to consider user feedback, i.e. a
user starts his query with an example image and is then presented with a set of
hopefully relevant images; from these images the user selects those images which
are relevant and which are not (possibly leaving some images unmarked) and
then the retrieval system refines its results, hopefully leading to better results
after each iteration of user feedback.
Related Work. Relevance feedback has been under investigation in the field of
image retrieval and information retrieval nearly as long as the field of information
retrieval exists [1]. An overview of the early related work on relevance feedback
in image retrieval is given in [2]. Most approaches use the marked images as

individual queries and combine the retrieved results. More recent approaches
follow a query-instance-based approach [3] or use support vector machines to
learn a two-class classifier [4]. All approaches have in common that only the
feedback-images are considered and the database to be searched for relevant images is not considered. In this work, we use a set of images from which images
are retrieved in a fully probabilistic way to determine the relevance probability
of candidate image sets. This leads to a significant boost in performance and
also opens new ways to integrate consistency checks into the retrieval procedure. Another related field of research is browsing of image and video databases.
The approach most closely related to the approach presented here is Bayesian
browsing [5]. The formulation presented here, follows the concepts for interactive
pattern recognition proposed in [6].

2

Methodology

This section presents the methodology followed in the present work. First, a
basic notation is introduced followed by our proposed probabilistic model and
a greedy algorithm. Notation and modelling are particularized for the image
retrieval problem but they can be easily adapted to any information retrieval
system.
2.1

Notation and Probabilistic Model

Let U be the universal set of images and let C ⊂ U be a fixed, finite collection
of images. The initial query image proposed by the user is q ∈ U . We assume
the user “has in mind” some relevant set of images R ⊂ C. This set is unknown
and the system’s objective is to discover n images of it, among the images in
C. The interactive retrieval process starts with the user proposing a particular
query image, q ∈ U . Then the system provides an initial set X ⊂ C of n images
that are “similar” to q according to a suitable distance measure. These images
are judged by the user who provides a feedback by selecting which images are
relevant (and, implicitly, which are not relevant). Such feedback information is
used by the system to obtain a new set of images X and the process is repeated
until the user is satisfied, which means that he/she considers all images X to be
relevant.
At any step of this process, let the user feedback be denoted by F = (Q+ ∪
−
Q ) ∈ C m , where m ≥ n is the number of images supervised by the user3 , Q+ ⊂
R are the images that the user has considered to be relevant and Q− ⊂ C − R
are the images that the user has considered to be non-relevant. Let CF = C − F
be the set of the images in the collection that have not been retrieved. Usually
the initial query is considered to be in the set of relevant images, q ∈ Q+ . In the
following notation, m, r and r̄ are the sizes of F, Q+ and Q− , respectively.
3

As F can be obtained as a result of several feedback iterations, the total number of
supervised images m, can be greater than the number of images retrieved in each
iteration n

To optimize the user experience, we propose to maximize the probability that
the images in X are relevant according to F . That is, the images in X should
be “similar” to the images in Q+ (and may also be similar among each other)
and “different” from images in Q− . Formally:
X̂ = arg maxn P r(X | C, q, F )
X∈C

(1)

Since C and q are fixed, to simplify notation we will drop these conditions from
now on. Now, applying Bayes’ rule,
X̂ = arg maxn P r(F | X) · Pr(X)
X∈C

(2)

For the first term of (2) we can use a model directly based on image distances:
Y
P r(F | X) ∝
P (F | x)
(3)
x∈X

where each term in the product4 is a smooth version of the classical classconditional probability estimate based on nearest neighbors [7] using a suitable
image distance d(·, ·):
−1

P
P (F | x) =

q∈Q+

P

d(q, x)

−1

q∈F

d(q, x)

(4)

Note that we use a product to combine probabilities in (3) (rather than a sum).
This enables using the greedy search strategy proposed in Section 3 to find
approximate solutions to (2).
For the second term of (2), we assume that the prior probability of a set X
should be high if it is “consistent”; that is, if all its images are similar among
them. Applying the chain rule, we obtain:
P r(X) = P r(x1 , x2 , . . . , xn )
= P r(x1 ) P r(x2 | x1 ), . . . , P r(xn | x1 . . . xn−1 )

(5)

As before, each term of this product can be adequately modeled in terms of
image distances:
P r(xi | x1 . . . xi−1 ) ∝

P (x1 · · · xi )
P (x1 · · · xi−1 )

(6)

where
i
i
X
X
1
P (x1 · · · xi ) =
d(xj , xk )−1
i(i − 1) j=1

(7)

k6=j,k=1
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Note that only the notation Pr() stands for true probabilities; we abuse the notation
by letting P() denote arbitrary functions used as a models.

Intuitively, equations (4) and (6), respectively, measure relevancy and consistency of images in X. Therefore, in practice, it is convenient to balance the
importance of both factors by means of a parameter α, where α = 1 denotes
that no consistency information is used and α = 0.0 denotes that only consistency information is considered. Taking this into account, equation (2) can be
expanded as:

1−α
n
Y
P (x1 · · · xi )
X̂ ≈ arg maxn P (F | x1 )P r(x1 )
P (F | xi )α
(8)
X∈C
P (x1 · · · xi−1 )
i=2
In the following sections we describe an efficient procedure to find an approximately optimal set of images X.

3

Greedy Approximation Relevance Feedback Algorithm

We propose an algorithm to approximate the maximization presented in (8).
This algorithm works as follows. First of all the r images in Q+ are selected as
the first r images in X̂. The remaining n − r images are to be selected from the
set CF since the images in Q+ and Q− have just been supervised by the user.
This approximation entails a slight modification of the maximization in (8):

1−α
n
Y
P (x1 · · · xi )
+
α
X̂ ≈ Q ∪ arg max P (F | xr+1 )P r(xr+1 )
P (F | xi )
n−r
P (x1 · · · xi−1 )
X∈CF
i=r+2
(9)
We assume that P r(x) follows an uniform distribution, so the term P r(xr+1 ) is
constant in the maximization process and can be dropped. To solve the maximization, the t-best images, t ≥ (n − r), with the highest values of P (F | xi )
are determined, we refer to this set as B. Each image that belongs to B is tentatively hypothesized to be the first image, xr+1 . Subsequently, the following
images can be determined by greedy maximization of the index (9), using the
GARF algorithm shown in Figure 1.
3.1

A Simplified version of GARF

If α = 1, image consistency is not taken into account and thus the expression to
maximize becomes
n
Y
+
X̂ = Q ∪ arg max
P (F | xi ),
(10)
n−r
X∈CF

i=r+1

which further simplifies the procedure. To maximize this expression, only those
images with maximum values for P (F | xi ) have to be chosen, yielding the
GARFs algorithm shown in Figure 2.
Due to this simplification, GARFs is no longer a greedy algorithm but it is
an exact solution to (10) instead. We prefer to refer to this algorithm as GARFs
because it can be considered as a simplified version of GARF. The computational
complexity of GARFs is the same as the relevance feedback baseline methods
presented in section 4.2.

X̂=GARF(C, Q+ , Q− )
{
for each x ∈ CF
Vx = P (F | x)
end for
B = select(V, t)
max = −∞
for each x ∈ B
xr+1 = x
S = {xr+1 }
for i = r + 2 . . . n
` P (x ,...,xi−1 ,x) ´1−α
xi = arg maxx∈B−S P (F | x)α P (xr+1
r+1 ,...,xi−1 )
S = S ∪ {xi }
end for
` P (xr+1 ...xi ) ´1−α
Q
α
sc = P (F | xr+1 ) n
i=r+2 P (F | xi )
P (xr+1 ...xi−1 )
if (sc > max) {
max = sc
SBest = S
}
end for
X̂ = Q+ ∪ SBest
return X̂
}

Fig. 1. GARF: Greedy approximative algorithm to determine the most relevant and
consistent images. The value of t has to be tuned empirically.
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Experiments

The proposed algorithm is evaluated using the two well know data sets, Corel/Wang
and MSRC published by the Machine Learning and Perception Group from Microsoft Research, Cambridge, UK. For the sake of experimental clarity and reproducibility, in all the experiments, relevance feedback was simulated, i.e. no
real users where involved. Nevertheless the methods proposed here can directly
be used with any user interface that allows users to mark images as relevant
and/or non-relevant in interactive retrieval processes such as those presented in
[8, 9].
WANG Database. It consists of a subset of 1,000 images of the Corel stock
photo database which have been manually selected and which form 10 classes
of 100 images each. Example images are shown in Figure 3 (a). The WANG
database can be considered similar to common stock photo retrieval tasks with
several images from each category and a potential user having an image from a
particular category and looking for similar images which have cheaper royalties or
which have not been used by other media. The 10 classes are used for relevance
estimation: given a query image, it is assumed that the user is searching for
images from the same class, and therefore the remaining 99 images from the

X̂=GARFs(C, Q+ , Q− )
{
for each x ∈ CF
Vx = P (F | x)
end for
B = select(V, n − r)
X̂=Q+ ∪ B
return X̂
}

Fig. 2. GARFs: Simplified GARF algorithm not considering image consistency.
(a)

(b)

Fig. 3. Example images from (a) the WANG database and (b) the MSRC database.

same class are considered relevant and the images from all other classes are
considered irrelevant.
MSRC Database. It was published by the Machine Learning and Perception Group from Microsoft Research, Cambridge, UK and is available online5 .
It consists of 4320 from 33 classes such as aeroplanes, bicycles/general, bicycles/sideview, sheep/general, sheep/single and is generally considered a difficult
task [10]. Some example images from this database are shown in Figure 3 (b).
We use this database in two different setups. In the first setup, we use 10% of the
data as query images and the rest is used as image collection C. In the second
setup, we use all images from classes with less than 50 images as queries in a
leaving-one-out manner. The latter setup allows for investigating the effects that
occur on larger databases where only a small fraction of all images are considered
relevant.
4.1

Image Feature Extraction

For our experiments, we choose to represent our images using color histograms
and Tamura texture histograms. Although there are image descriptors that perform far better for special applications, it was recently shown that these features
5

http://research.microsoft.com/research/downloads/Details/b94de342-60dc-45d0830b-9f6eff91b301/Details.aspx

are a very reasonable baseline for general image databases [11]. Furthermore, the
probabilistic model for relevance feedback investigated here, can be applied on
top of any image descriptor that allows for distance calculation between images.
In the following, we describe how these features are compared and obtained.
The features used are represented as histograms, as it is described in the next
sections. To compare the histograms, we use L1 distance, which was shown to
be identical to histogram intersection if the histograms share the same bins
d(h, h0 ) =

PI

i=1

|hi − h0i |,

(11)

where h and h0 are two histograms to be compared and hi and h0i are the i-th
bins.

Color Histograms Color histograms are among the most basic approaches and
widely used in image retrieval [12–14]. To show performance improvements in
image retrieval, systems using only color histograms are often used as a baseline.
The color space is partitioned and for each partition the pixels with a color within
its range are counted, resulting in a representation of the relative frequencies of
the occurring colors. We use the RGB color space for the histograms, and split
each dimension into 8 bins leading to an 83 = 512 dimensional histogram. We
observed only minor differences with other color spaces which was also observed
in [15].

Tamura Features In [16] the authors propose six texture features corresponding to human visual perception: coarseness, contrast, directionality, line-likeness,
regularity, and roughness. From experiments testing the significance of these features with respect to human perception, it was concluded that the first three
features are very important. Thus, in our experiments we use coarseness, contrast, and directionality, calculate each of these values in a neighborhood for
each pixel, quantize each of these values into 8 discrete values and create a 512dimensional joint histogram for each image. In the QBIC system [13] histograms
of these features were used as well.

4.2

Baseline Methods

The proposed approach is compared with some baseline methods:

Simple Method The simple method is accomplished by performing the next
search of n − r images among the set of images in CF , keeping the relevant
images, and performing the next search exactly equal as the initial one but over
this reduced collection CF .

Relevance Score Relevance score (RS) was proposed by [3], and has been inspired by the nearest neighbor classification method. Instead of only finding the
best match for each query image among the database images, for each database
image only the best matching query image is considered among the positive and
negative query images. The ratio between the nearest relevant and the nearest non-relevant image is considered for ranking the images. In [3], the RS is
computed as

RS(x, (Q+ , Q− )) = 1 +

min d(x, q+ )

−1

min d(x, q− )



q+ ∈Q+
q−

(12)

∈Q−

and then images are ranked such that the images with smallest relevance score
are presented first.
Rocchio Relevance Feedback Rocchio’s method for relevance feedback [1]
can be considered a de facto standard in textual information retrieval. In CBIR,
it has been investigated in the context of the GIFT system [17]. In Rocchio
relevance feedback, the individual query documents are combined into a single
query according to




X
X
q−  ,
(13)
q̂ = q + w+ 
q+  − w− 
q+ ∈Q+

q− ∈Q−

where q̂ is the new query, q is the query from the last feedback iteration and w+
and w− are weighting factors to determine the influence of relevance feedback,
commonly the parameters are chosen w+ = |Q+ |, w− = |Q− |.
Once, q̂ is determined it is used to query the database and find the most
similar images.
4.3

Results

In all the experiments, we set the number of images to be retrieved to n =
20 and the query image is always contained in set of retrieved images. Up to
four feedback iterations were performed. The precision was measured for each
iteration obtaining 5 values for each method P1 , . . . , P5 . The precision is the ratio
of the relevant images among the n retrieved ones and is given in percentage.
WANG database For the evaluation of the different relevance feedback methods on this database a Leaving-One-Out approach has been followed. Every
image is used as query and the rest of images are used as reference set C.
The results for the database are shown in Table 1. The simplified version of
GARF obtains the best results. It is worth to mention that the user is interested

Table 1. Experimental results on the WANG database.

Method
Simple
Rocchio
RS
GARFs

P1
73.6
73.6
73.6
73.6

P2
83.2
92.7
92.2
94.5

P3
88.0
97.3
97.8
98.9

P4
91.0
99.2
99.5
99.9

P5
92.9
99.8
99.9
99.9

94.65

t
100%
110%
120%
130%
140%
150%

94.6
94.55

precision

94.5
94.45
94.4
94.35
94.3
94.25
94.2
94.15
0

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
alpha

1

Fig. 4. Results on the WANG database using different values of α and t.

to obtain high precision values for the first feedback iterations, and in this case,
GARFs is the best method.
Figure 4 shows the results of the GARF algorithm for the first feedback iteration (P2 ) with varying α-parameter and the size of the set B. The α parameter
is varied from 0 (no consistency information considered, simplified GARF) to 1
(only consistency information considered). The size of the set B, t-parameter, is
given relatively to the number of relevant images still needed n − r. The results
obtained for t = 100% does not vary with respect to α because this value means
that B has only n−r images.The highest precision for the first feedback iteration
is 94.62 and is obtained using GARF with α = 0.3 and t = 140%.
MSRC database First we consider the setup where 10% of the images are
used as queries and the rest as reference set. The results for this database are
shown in Table 2. Again, the simplified version of GARF obtains the best results.
The improvement of the proposed approach becomes more significant as more
interaction steps are used. This effect is probably due to the additional relevant
samples which allow for much better probability estimation.
Figure 5 shows the results of the algorithm GARF for the first feedback
iteration (P2 ), varying the parameter α and the size of the set B.

Table 2. Results using different relevance feedback methods on the MSRC database.

Method
Simple
Rocchio
RS
GARFs

P1
45.5
45.5
45.5
45.5

P2
55.2
60.8
60.6
62.9

P3
61.0
69.6
68.5
73.4

P4
65.3
75.1
75.0
80.0

P5
68.4
78.8
79.9
84.2

63

t
100%
110%
120%
130%
140%
150%

62.8

precision

62.6

62.4

62.2

62

61.8
0

0.1

0.2

0.3

0.4

0.5 0.6
alpha

0.7

0.8

0.9

1

Fig. 5. Results on the MSRC database using different values of α and t

The highest precision for the first feedback iteration is 62.92 and is obtained
using GARF with α = 0.1 and t = 140%. In this case the use of GARF does not
produce any significant improvement over of simplified version. This is due to
the fact that in this database images from the same class may differ significantly
and so the consistency factor of the probabilistic model does not help to improve
the precision of the system. An example of images that belongs to some of the
classes is showed in Figure 6.
MSRC database few relevant images A more challenging experiment has
been performed for the MSRC dataset considering as query images only those
images that belong to classes with less than 50 images. In this case we used
only 263 images from 9 different classes. This experiment aims at simulating a
real scenario when the user is interested in images which are seldom among the
searched database and thus this task is more closely related to searching images
in the internet. The results for these experiments are show in Table 3 for the
different methods from the literature and for the simplified GARF algorithm.
Again, GARFs obtains the best results but opposed the experiments presented in the previous section, here the difference between GARFs and the
other methods is much bigger, which underlines the effectiveness of the pro-

(a)

(b)

Fig. 6. MSRC example of the differences among images of the same class. (a) office
(b) benches and chairs.
Table 3. Results using different relevance feedback methods on the MSRC subset with
few relevant images.
Method
Simple
Rocchio
RS
GARFs

P1
18.4
18.4
18.4
18.4

P2
23.7
26.5
24.4
27.0

P3
27.7
32.1
30.1
35.4

P4
31.1
36.3
35.4
42.6

P5
33.7
39.8
39.8
48.5

posed model. The relative improvement of GARFs in the fifth feedback iteration
is higher than 25% over the second best technique (RS). The proposed approach
entails a good technique for image search problems on real conditions.

5

Conclusions

We present a novel probabilistic model for relevance feedback in image retrieval.
In contrast to other approaches, we incorporate consistency among the retrieved
images in a theoretically sound way. A simpler model which does not take into
account such consistency is also proposed.
The results obtained by this simplified version are already clearly better than
the results obtained by the state-of-the-art techniques tested. On the other hand
the incorporation of the consistency model can increase the performance of the
retrieval system even further. The improvements contributed by this consistency
model have shown to be effective mainly when the classes of the images are
consistent enough under an appearance point of view.
While these improvements are really marginal, they show that the novel
approach to information retrieval proposed here provides a suitable framework
to develop new techniques that better take advantage of all the information
sources available.
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